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We consider a Bayesian sequential allocation problem that in-
corporates a concomitant variable in the model. Although the model
is highly simplified, our results do have some mildly surprising
aspects: (a) the approximate solution to the allocation problem is
simpler in the presence of concomitant information than in its
absence, (b) the exact value of the discount factor is less important
than in previous work, and (¢c) the myopic procedure is asymptotic-
ally optimal.
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1. INTRODUCTION AND SUMMARY

Imagine a population of patients who arrive sequen-
tially for treatment of a disease. We suppose that each
patient may be treated with either a standard treatment,
whose statistical characteristics are known, or a new
treatment, whose characteristics are unknown. We
suppose also that before deciding to assign a given
patient to one of the treatments, we observe a con-
comitant variable z, such as age, severity of disease,
or general physical status, which is specific to the patient.
Let y° and ' denote the potential responses to the
standard and new treatments, respectively, and let
d = 0 or 1 denote the choice of a treatment. We would
like to assign patients to treatments in such a manner
that the average value of &y' + (1 — 8)y° over the
population is maximized (in a suitable sense).

We formulate a highly simplified version of this
problem and present an approximate solution. Our
formulation will be the Bayesian formulation suggested
by Anscombe (1963, pp. 372-375), with the exception
that we explicitly incorporate the covariate z in our
model. I believe this exception to be potentially useful,
because concomitant information is likely to be present
in any application, and designs that use the additional
information can be expected to be more efficient than
those that do not. Moreover, our results indicate that
solutions to the optimal design problem may actually
be simpler in the presence of concomitant information
than in its absence (see, in particular, Section 4).

To formulate this problem, let (X;, Y%, Y,!), ¢ > 1,
be a sequence of random vectors representing the co-
variates and potential responses of the sequence of
patients. We suppose that (a) (X, Y.° Y;') are condi-
tionally independent and identically distributed (iid)
as (X, Y9, YY), given the value of an unknown parameter
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6; (b) X has a known distribution #'; (c) the conditional
distribution of Y?°, given X, is known; and (d) the
conditional distribution of Y!, given X, depends on the
unknown parameter 8. We suppose further that X,,
X,, ... are observed sequentially and that for each ¢ we
may observe either Y, or Y,!, but not both. Letting
8; = 0 or 1 accordingly as we observe Y.° or Y!, we
suppose that we receive 8;Y;' 4+ (1 — 8,)Y® as a dis-
counted reward. Thus, we wish to maximize the expected
value of

V* = z a"“{BiY,-‘ + (1 - 5i)Y,'0} ,
=1
where o denotes the discount factor, 0 < a < 1. Of
course, we only consider sequences & = (81, ds, ...) for
which 8, is a function of X; and what has been observed
by time 7 — 1; for such §,

Eo(V*) = (1 — 0)lE(Y°) + Eo(V) ,
where

V = Z a™18;Y; B
=1
with
Y«; = Yil b E(Y,ole) .

Thus, we seek to maximize the expected value of V;
because observations on Y. convey no information
about 6, the latter problem is simply a variation on the
classical one-armed bandit problem, in which the decision
to observe Y; or not may depend on the covariate X, as
well as what has been observed by time ¢ — 1.

We are able to obtain a reasonable explicit asymptotic
solution to this allocation problem (as a — 1) in the
following special case: We suppose that the conditional
distribution of ¥ = Y! — E(Y°|X) may be described by

(1.1)

where Z is independent of X, E(Z) = 0, and Z has a
known distribution G. While we assume the slope of the
regression line (1.1) is known to be restrictive, this
model might be appropriate if X were (some measure
of) the size of a tumor and the new treatment consisted
of giving a drug that was known to kill the tumor, but
had unknown side effects. Moreover, the simple model

Y=X+27Z+96,
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may be expected to provide a bound for more complicated
models.

For a given prior distribution =, we describe the
structure of the optimal Bayesian policy § = (8;, 85, ...).
This description is nonconstructive in that it contains
no algorithm that allows us actually to compute the
optimal policy, but the description leads to -easily
checked conditions that imply that Y should, or should
not, be observed. In particular, we show that Y; should
be observed if E7(Y;|X;) > 0 and that Y; should not be
observed if E7(Y{|X:) < — pi(w), where pi(x) is the
solution to the simple equation (2.8) and may easily
be approximated by straightforward numerical analysis.
Of course, at later times the decision to observe Y, is
subject to similar conditions, but X, is replaced by X,
and = by the posterior distribution available at time
k — 1. These simple conditions may allow us to decide
whether to observe Y} for many k. In fact, we show that
(under regularity conditions) any policy that satisfies
the simple conditions is asymptotically second-order
optimal as @ — 1 (in a sense described in Section 3).
This is the main result of the article. As a corollary, we
see the asymptotic optimality of myopic policy that
observes Y if and only if the conditional expected value
of Y, given X, and the information available at time
k — 1 is positive. The proof of the main result requires
a fairly detailed analysis of the sequence of likelihood
functions and posterior distributions.

In the special case that X has a degenerate distribution,
the allocation problem becomes a stopping problem. This
and closely related stopping problems have been studied
by Chernoff and Ray (1965), Chernoff (1967), and
Woodroofe (1976). There are a variety of interesting
differences between the (approximate) solutions to the
allocation and stopping problems, and in many respects
the solution to the allocation problem is simpler than
that of the stopping problem. These differences are
detailed, and their surprising consequences are discussed
in Section 4.

There have been several recent articles on sequential
allocation—in particular, the series by Flehinger and
Louis (1971, 1972), Louis, Robbins, and Singer (1974),
Robbins and Siegmund (1974), and Louis (1975). Our
procedures have elements of Louis’s (1975) expected-
cost-per-information criterion. Lindley (1975) has studied
the effect of using concomifant information in patient
assignment on inference, and Bailar (1976) has noted
the need for more work that incorporates concomitant
information in the development of patient assignment
algorithms.

2. STRUCTURE OF THE OPTIMAL POLICY
In this section, we describe the model and the structure
of the optimal policy.
2.1 The Model

Let Hy denote the conditional, joint distribution of
(X,Y), given 6, when X and Y are as in (1.1). We
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suppose that F and G have densities f and g, so the
density of Hy is

ho(z, y) = g(y — 2 — 0)f(2) ,

Next, let © be a random variable with distribution =,
and let (X, Y,), 7 > 1, be conditionally iid with common
distribution Hj, given ® = § & R. We denote uncondi-
tional probabilities by Pr™ and conditional probabilities,
given © = 0, by Prs; we assume throughout that F, G,
and 7 have finite expectations.

z,y,0 ER .

2.2 Policies and Their Values

By a sequential allocation policy, we will mean a
sequence & = (81, 8z, ...) for which each &, takes the
values 0 and 1 as a function of X; and F:_,%, where ;%
denotes the relevant data available at time k; that is,

Fid = (Xl, ooy Xk, 51, ey 5k, 51Y1, cony 5kYk), k Z 1.
The « value of a policy & is defined to be
Va(b) = Z o715, Yy, ’ (21)
k=1
and the expected a value is
Uu(m, 8) = E"{V,.(8)} . (2.2)

The series in (2.1) converges almost everywhere and
may be integrated termwise in (2.2) because of our
assumption that F, G, and = have finite expectations.

2.3 Optimal Policies
Let

Uo(m) = sups Uq(m, d) . (2.3)

Then U, is a convex function of w, because U,(w, d) is
linear in = for each & (cf. DeGroot 1970, pp. 125-127).
We call a policy & optimal if and only if §° attains the
supremum in (2.3). In this subsection, we describe the
structure of the optimal policy. Our discussion is a
straightforward adaptation of that given by DeGroot
(1970, pp. 388-391).

Let m* = m*(- |z, y) denote the conditional distri-
bution of ® given that X; = z and Y, = y; that is,

m1*(df) < gly — x — 0)w(dF) .

Then #*(-|Xy, Y1) is independent of X;, because
Y, — X, is independent of X ;. Let

Pa("r) = Er{Uu(ﬂ'l*) - Ua("r)}

and observe that p.(w) is also (a version of) the condi-
tional expectation of U,(m*) — U.(w) given X;. It is
useful to think of p.(r) as the expected gain in relevant
information that would result from observing Y;. That
po(w) does not depend on X is one of the most important
consequences of the assumption (1.1).

Now suppose that we have observed X; = z, and let us
consider whether to observe Y. -If we do observe Y,



Woodroofe: One-Armed Bandit

and then continue optimally, then we expect to gain
z + p+ aB"{U,(7*)}, where u denotes the mean of =;
if we do not observe Y, and then continue optimally, we
expect to gain aU,(w). Thus, the optimal allocation
observes Y, if and only if

T+ p+ap(r) >0 . (2.4)

At later times, the optimal allocation rule has the same
form, but z, 7, and u are replaced by X, m—1%, and pr_.®
(the posterior distribution and mean of ® given F_.%).

There is a dynamic programming relation implicit
in (2.4), namely,

Udlr) = / max{z + u + «BU.(x%) 7], aU.(x)dF (z)
R
or

A= Vs = [ 2+ u+an@TF@ , 25
R

where [y ]t denotes the positive part of y. This important
relation will be exploited several times in the course
of this article.

2.4 Elementary Inequalities and Limits

There are a variety of simple inequalities and limits
that involve U,(7) and p.(w). First, since U, is convex
(in =), and E{m*(-|X,, Y1)} = 7 (in a suitable sense),
po(m) > 0 for any =, by Jensen’s inequality. That is, it is
always optimal to observe Yy if X + uw > 0.

Next let

M@ = / (@ + 0)*dF (z) = /: (1 — F))dz

for 6 € R, and observe that M is a nondecreasing convex
function, which is strictly convex and strictly increasing
where F(—0) < 1. Observe also that (2.5) may be
rewritten

(1 —=0Ud(r) = M[u + ap.(m)] . (2.5
Then, because
E7{6:Y:} = E*{8:(Xi + O)} < E"{(Xi + 0)}
= E*{M(0)}

for any policy 6 and k¥ > 1, we have the simple upper
bound

Udw) < BR(Y oM ()]

- (1—a)~1/Md7r, 0<a<l. (26)
In fact,

1= U [ Mdr, as a1, @7)
and any reasonable policy attains this limit (as do some

unreasonable ones). In particular, if 8 = §* denotes the
policy that observes Y, ..., Y and for j > k observes
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Y;if and only if X; 4+ m® > 0, then

Uu.(m, ) = 3 o E"(Y3)

i=1

4+ of(1 — a)7E” [/ (x + mf)'*’dF] ;

because pl’ = E7{0O](X,, Y1), ..., (X, Yi)} — O with
probability one as k — «, it follows that

lim inf lim inf (1 — @)U, (r, &) = / Mdr .

k >0 a->1

By using this information, we may obtain the limit
of p.(7) as a — 1.

Lemma 1: Suppose F(z) < 1 for all z, then as « — 1,
p1(m) = lim p, (=) exists and is the unique solution to the
equation

MOu+ (0] = [ Mdr . 2.8)
Moreover, apq(7) < pi(w) for 0 < a < 1.

Proof: We first observe that M is strictly increasing,
because F < 1, so (2.8) does have a unique solution.
It is clear from (2.5') and (2.7) that if p denotes any
limit point of p.(w), as a — 1, then p satisfies (2.8);
because (2.8) has a unique solution, the limit of p,(w)
must exist as @ — 1. That ap.(m) < pi(w) then follows
from (2.5"), (2.6), and the fact that the left side of (2.8)
is increasing in p.

We have now shown that 0 < ap.(7) < p1(7) for any
m, thus verifying the conditions stated in the introduction.

It is clear from (2.8) that pi(w) — 0 when = approaches
a degenerate distribution. We now investigate the rate
at which this happens.

Lemma 2: Suppose that F(z) < 1 for all z and that F
has a bounded continuous density f. Let =, be a sequence
of prior distributions, with means u, and variances o,?
n > 1. Suppose that u, — u € R, that ¢,2 — 0, and that
w2¥(0) = m.(un + 0.0) converges weakly to a distribution
7*, with variance 1 as n — . Then

p1(ma) ~ 3f(—w)e2/[1 — F(—p)] as n—oowo .

Proof: Expanding both sides of (2.8) in Taylor series,
we find that

Mpn + p1(ma)] = M (un)+ [1 — F(—pa*)Jos(7s)
and

[ Mdr, = M(ua) + 3f(—pa)an? + o(oa?)

where u,* denotes an intermediate point. The lemma
then follows easily by substitution.

3. ASYMPTOTICALLY OPTIMAL POLICIES

In the previous section, we saw that (1 — a)Ua(7) —
E~{M(0)} as o — 1. In this section we investigate the


















